
Stored Programs

In today’s lesson, we will look at:

• what we mean by a stored program 

computer

• how computers store and run programs

• what we mean by the term instruction set

• other factors affecting the speed at which 

computers run programs

• how we can measure the performance of a 

computer



Stored Programs

• One of the things that makes a computer different from a 

device such as a calculator or a digital watch is that it can 

run many different programs

• There is some debate about which was the first computer 

because early examples, such as Colossus, could only 

perform one task (or set of similar tasks)

• Devices such as calculators have their programs “hard-

wired” into the circuitry so they cannot be changed.  

Colossus was programmed by setting switches, so the 

program could be changed, but not easily.

• Modern computers have programs that are stored in their 

memory (RAM), so they are easier to change - the 

computer can even create or change the program itself.



Stored Programs

• Charles Babbage and Ada Lovelace worked on the idea of 

a universal machine that could run different programs, 

called the Analytical Engine, in the Victorian era, but it 

turned out to be too complex for the engineers of the day 

to build

• Alan Turing created the Turing Machine, which was a 

theoretical computing machine with separate data and 

instructions

• John von Neumann came up with the practical Von 

Neumann Architecture that stored-program computers 

(such as your PC) still use today

• A stored-program computer keeps its program 

instructions, as well as the data, in read-write RAM



Hardware
The processing hardware, the Central Processing Unit (CPU) 

contains the following components:

• Arithmetic Logic Unit (ALU) to perform calculations

• address bus to identify memory locations

• data bus to transfer data to and from the memory

• cache is small area of high-speed memory to store frequently-

used data and speed-up processing

• registers are for temporary storage, e.g. for numbers used in 

calculations (some people refer to the cache and registers 

together as the immediate access store)

• Control unit (with a clock) to time and synchronise all of the 

operations

• Program Counter (PC) to store the address of the next 

instruction



Buses

• We’ve looked at primary storage (i.e. RAM) in a previous 

lesson – it is volatile read-write memory

• A bus is used to transfer data or instructions to and from 

the memory – the number of bits that can be transferred in 

one go varies according to the bus width

• The bus width determines the computer’s word length –

i.e. the word is the number of bits that can be transferred 

in one go

• For example, if you have a 64-bit computer, it means it 

has a 64-bit word – i.e. 64 bits can be transferred at once.

• Word lengths are usually a power of 2, e.g. 8, 16, 32, 64, 

128, etc. (i.e. 23, 24, 25, 26, 27, etc.)



Types of Bus

• RAM is “addressed”, which means that all of the information is 

stored in numbered locations

• Computers with the von Neumann architecture have one 

address bus to tell the computer which location they want to 

use, and one data bus to fetch or store the data.  These 

buses are used for both the program instructions and the 

data.

• The number of memory locations that can be addressed is 

limited by the bus width – e.g. a 64-bit computer can access 

more RAM than a 32-bit computer

• More advanced computers can have separate sets of address 

and data buses for instructions and data – this means that 

they can load the two things at the same time to reduce the 

“von Neumann bottleneck”.



Instruction Sets

• Just like a programming language (such as Python or 

BASIC) has a set of instructions, so does a CPU

• The number of instructions that the CPU can perform is 

called the instruction set

• A complex instruction set computer (CISC) has a large 

instruction set and can perform lots of different tasks each 

with a single instruction

• A reduced instruction set computer (RISC) understands 

fewer instructions, so might need several instructions to 

perform the same task

• RISC has a number of benefits – the processors are 

smaller and simpler, use less power, and can be faster



Fetch-Execute Cycle
This is also sometimes known as the fetch-decode-

execute cycle:

• information is fetched from an address in the RAM 

(given by a register called the program counter or PC) 

through the data bus – this can be data or an instruction

• the value returned from the memory is decoded so that 

the CPU knows what to do with it.  It might also be 

necessary to prepare areas of memory ready for 

results, etc.

• finally, the instruction is executed

– i.e. the operation is performed and

any results are places in registers

The whole procedure then begins again.

Fetch

Decode

Execute



Clock Speed

• The speed of the fetch execute cycle is controlled by the 

system clock

• The clock speed is measured in Hertz (Hz).  1Hz means one 

clock cycle (i.e. instruction) per second, 2Hz means two 

clock cycles per second, etc.

• Hertz is really the SI unit for frequency, e.g. 50Hz means 

“50 times per second”

• Standard scientific prefixes can be used, e.g. 1kHz = 1 000, 

1MHz = 1 000 000, and 1GHz = 1 000 000 000 clock cycles 

per second

• Clock frequency by itself isn’t a good measure of processor 

speed because not all processors can get the same amount 

done in one clock cycle or instruction



Speed of Execution

Factors affecting how fast a computer runs include:

• the clock speed – if everything else is the same, 

a faster clock makes for a  faster computer

• the number of cores – a dual- or quad-core 

processor can do two or four times as much (if 

programmed to use them correctly)

• bus width – an 8-bit computer can only deal with 

numbers up to 255 in a single instruction, 

whereas 16-bits allow up to 65,535, 32-bit up to 

4,294,967,296, etc.



Speed of Execution

How can a RISC processor be faster?

• if a RISC device has fewer instructions, some 

complex operations will require multiple steps –

you’d think that would be slower

• However, because the simpler instructions can all 

be done in one clock cycle, the processor can 

fetch the next instruction while it’s executing the 

current one

• This gives you the same benefits as a production 

line in a factory, and is called pipelining



Other Measures of Speed

Instead of clock speed, you could also measure:

• MIPS (Million Instructions Per Second) – this is a 

measure of the actual number of instructions 

completed, rather than the number of clock cycles

• The problem with counting instructions is that an 

instruction doesn’t always do something useful

• FLOPS (FLoating point Operations Per Second) is 

a more “real world” measure of performance, 

because it measures the sort of operations that are 

done in practice, some of which might require more 

than one instruction.


